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The Probleng Current Pain Points

In Bl and traditional data warehouses
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The Data Analytics Maturity ladder
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> What will happen? ‘ a’i\o(\\
wForecasting Trends et oo

wPredictive Analytics ?O<es\%

What just happened?

wReal time Dashboards
Analyses / Monitoring
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O Volume
O Velocity
O Variety

Each dimension of dataagenstantly expanding
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Business Value
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Ability to make critical Personalisedunique, Quicker insights to users Data Science ready for
business decisions based datadriven experiences and time to market advanced analytics to
on valuable, timely for customers to drive means quick decisions extract new insights from
insights engagements and competitive new and existing data
advantage
Reduced Total Cost of Elastic pricing = lower Resiliency & security
Ownership (TCO) and barrier to entry and SLAs / DR built into cloud
better ROl with PAYG cheaper cost of failure services
pricing
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Requirements of a Modern Data Platform
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Easily integrate Support batch Elastic scale for Usecases from Ability to adapt to
additional data and/or realtime varying data operational/ new business cases
sources from on and any data format demands or on®ff corporate Bl to quickly

prem, cloud or 3- usecases advanced analytics
party services and data science
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PAYG pricing (low Support for mult DevOps automated Architecture that
barrier to entry) platform/polyglot for quick can constantly &
and cheap storage data architecture iterations/Agile iteratively evolve to

delivery match market

demands and
changing tech
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The Azure Data Landscape
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Key Azure Components in a Modern Data Platform

1. Data Laker Data Warehouse?
2. Orchestration

3. Compute

4. Al (Optional)




1. Whaits a Data Warehouse?

A large collection of business data integrated from various sources used to help an organization make
decisions. Data in the Data Warehouse has been identified as valuable to specific business cases and |
In a structured way readily available for reporting and analytical queries.

It is not an Operational Database
Different workload types: Transactional (OLTP DB) versus Analytical (OLAP DW)

It is not a Data Lake
Different concepts with different objectives

It is not a Data Mart
A data mart is a businespecific database populated from a subset of the Data Warehouse

&9



What iIs a Data Lake?

A central storage repository that holds data coming from many sources in a raw, granular format. It can
store structured, senstructured, or unstructured data, which means data ingested quickly and can be
kept in a more flexible format for future use cases.

O Conceptual idea which can be implemented in 1 or more technologies

O Focus on collecting different types of data in format and design theassss later

O{U2NB Nr¥¢ RIFIGFE AY VIGAGS F2NXIFG & AYYdzil
O Infinitely scalable and cheap storage cost

O Great for exploration and experimentation
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DataWarehouse or Data Lake?

Answer: both

Data Warehouse

O Values: Reliability and Standardization
O Structured Text data icolumns & rows
O Semantic business layer $ybjectarea
O Data ingested bgatch processes

O ETL (Extract, Transform, then Load)

Data Lake

O Values: Agility, exploration & Rapid Delivery
O Any data format, videos, images, text, sound
O Granular data tagged Ispurcesystem

O Streaming, micrdatch, orbatch

O AT (Transform at the time data is used)

This inverse relationship is exactly why a data lake and a data warehouse can work together




2. Orchestration Azure Data Factory

Integrate your data silos with codiee ETL/ELT

DRORSRC

A Huge, autescale A Visual Editor A Cloud or OnPrem A PAYG Pricing A Lift & Shift SSIS
A Event or Timer A 85+ Connectors A Monitoring A Integrated DevOp:
triggers (AWS/Googletc)

Hybrid data integration service that moves data from any source, to any target, at sce




3. ComputeThe role of Databricks




What are the challenged DataScience?

Business Analyst Data Scientist Data Engineer

"Do you want to "If interested in causes for scrap, “Do you want the
differentiate between how many scrap parts are there solution to run on-premise
rework and scrap?" in your data?" or in the cloud?"
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What are the challenges of Data Science?

Refining Algorithms
4%  Building Training Datasets
3%

Other

5%
Mining
Data for
Pattern
9%

Extractin
Data
19%

Cleaning and Organising Data
60%
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What are the challenges of Data Science?

O Multiple siloed roles = unique terminology

O Data Science requires a lot of data engineering before it can succeed
O Fragmented technologies and solutions

O Requires a lot of domain knowledge which takes time to attain

O Model training requirebig scalesomeof the time (Costly)

O Operational challengeshow to get model to production/integrated?
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Solution: @ Q
OS

€databricks

O Unifies Data Science, Engineering and Business 0’
()

O Removes silos, improves collaboration S
O Remove fragmentation with multiple languages
O Very versatile with many usmses

<

O Massivelyscalable/distributed computengine built on SoQrk
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Databricks is BMlanagedSpark Service
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loT / streaming data
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Salesforce/AWS/
GCP/APIs
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Data warehouses

Data Lakes
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OnPrem

Collaborative Workspace
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DATAENGINEER DATA SCIENTIST BUSINESS ANALYST

Deploy Production Jobs & Workflows
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MULTFSTAGE PIPELINES JOB SCHEDULER NOTIFICATION/LOGS

Optimized Databricks Runtime Engine
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Data exports
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Data warehouses
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Databricks Use Case Transformation
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@databricks Ecosystem

DELTA LAKE

An opensource storage layer that brings scalable, ACID transactions
to Apache Spark and big data workloads.

https://github.com/delta -io/delta
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https://github.com/delta-io/delta
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Azure Al

Al apps and agents

Azure Cognitive Services
A OCR
A Video
A Text
A Images

Azure Bot Service

Knowledge mining

Y

Azure Search

Machine learning

Azure Databricks
HDInsights
Azure Machine Learning Studio
Azure Machine Learning Service
MLOps
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Databricks Us€ase 2, Machine Learning at ScaIE
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@databricks Ecosystem

o

Tracking

Record and query
experiments: code,
data, config, results

Projects

Packaging format for
reproducible runs
on any platform

.

mlflow

Models

General format for
sending models to
diverse deploy tools

.
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